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“About Half of League Tables are Below Average” 

Truly understanding comparative peer performance is important, as it can help us identify 

opportunities to learn and improve. (Indeed, if this isn’t the primary reason for doing it, we 

might as well just pack up and go home).  

For this reason, I’d argue that methods for understanding comparative peer performance must 

be robust, accurate and transparent. Unfortunately, league tables tend to be none of the above; 

they are methodologically unsound, notoriously unstable, typically opaque and generally 

misleading. Not a good combination. 

Some people acknowledge that league tables carry limitations and risks, yet believe they can 

still be a valuable tool for understanding performance, if used with caution. I, on the other 

hand, argue inherent risks and limitations are so fundamentally toxic that league tables should 

be avoided altogether. (Or at least be accompanied by a sleep-inducing list of caveats in bold 

neon font to provide the user with enough information to assess just how flimsy a particular 

league table is. And nobody wants that. Zzzzzzzz). 

My concerns about league tables are twofold: 

1. They convey information in a format that is largely meaningless and prone to 

triggering unwarranted assumptions about relative performance. 
 

2. These assumptions predictably drive dysfunctional behaviour. 

I’m going to address these points in turn, but first let’s get one thing clear - I’m not against 

comparing peers, or performance management in general, as long as it’s done properly. If we 

don’t measure the right things in the right way, how do we know if performance is 

improving? Meaningful performance information is essential for informing decision making, 

and better decisions lead to better service delivery. Therefore, if performance information 

misinforms decision makers because of the way it’s presented, we’re in real trouble. 

A Bit of History 

Ever since 18th Century social reformer Jeremy Bentham called for the ‘tabular comparison 

principle’, managers, politicians and an ever-demanding public have sought data on how 

institutions, departments, teams and even individuals perform against each other. 

During the 1950s, Leon Festinger’s Social Comparison Theory proposed there is a 

fundamental urge within the human condition that drives a search for information about 

status amongst peers. Who is best? Who is worst? Am I better than others? This drive 

manifested itself most strongly during the New Public Management reforms of the 1980s and 

1990s, where the use of league tables exploded onto the scene, particularly in the realms of 

healthcare, education and policing. 

And they’re still here. League tables are such a common way of describing apparent 

differences between peers that they are regularly used for praise and criticism, sanction and 

reward, and so on. Unfortunately they’re so well-established in the dominant performance 

management psyche that they go widely unchallenged. Well that needs to change. 



2 
Simon Guilfoyle (2015)              inspguilfoyle.wordpress.com              me@simonguilfoyle.com 

Why League Tables Should be Avoided: Part One 

League tables are almost always unsound – a harsh criticism indeed, especially as sometime 

this week you’ll probably hear someone on the news or at work citing a league table to claim 

performance is ‘good’ or ‘bad’ / ‘improving’ or ‘deteriorating’. If so, here’s a free tip - in the 

absence of that long list of boring caveats I mentioned, just ignore such statements. 

Why? 

Well, for starters, if data fall within a ‘normal’ range and are part of a random pattern of 

variation (don’t worry – I’m not going to inflict the maths on you), then there is absolutely no 

merit whatsoever in ascribing meaning to any apparent ‘differences’. Therefore, there is 

absolutely no basis for attempting to rank the work units concerned. 

The clue is in the name - random variation is random. You get zig-zags on charts. Numbers 

go up and down. It’s normal. Wild fluctuations are common within league tables and 

therefore work units swap positions regularly. It’s mostly meaningless. Only if a genuine 

trend emerges, or a work unit is so significantly different from others in the group, should 

there be an attempt made to understand difference. 

Have a look at the two diagrams below to see what I mean. In configuration ‘A’, although the 

six police forces are apparently performing at slightly different levels, they are all within the 

bounds of what is statistically ‘normal’ for that group. In configuration ‘B’, they are listed in 

the same order, but one force is significantly different from the peer group – that’s the time to 

delve deeper! 

Figure 1. Peer Comparisons: Configuration ‘A’ 
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Figure 2. Peer Comparisons: Configuration ‘B’ 

 

Okay, so it’s deliberately over-simplified, but you get the picture, right? 

Next, there are confidence intervals. If caveats alongside a league table don’t report 

confidence intervals then it’s impossible to tell whether the ranking order means anything. 

League tables appear to neatly rank from ‘top’ to ‘bottom’, yet if there’s no information about 

confidence intervals you don’t know if any of the data pertaining to individual work units 

involve large ‘overlaps’. If this vital information is missing, or if such overlaps exist, you 

simply can’t clinically separate work units from each other. 

Goldstein and Spiegelhalter of the Royal Statistical Society demonstrated this in 1996 by 

untangling a nice neat league table of health authorities, ranked 1 to 15. By examining the 

data properly, they found that all that could be said was one of the health authorities was in 

the lower quarter, one was in the lower half, and four were in the top half. Not a nice, neatly-

ranked 1 to 15. Why not? Because it simply couldn’t be done. Others, such as Jacobs and 

Goddard (2007) and Bird and colleagues (2005) have issued similar warnings. 

The chart overleaf illustrates how this applies to police forces: 
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Figure 3. Peer comparisons with confidence intervals 

 

 

As you can see, all forces except Force ‘C’ exhibit overlapping confidence intervals and the 

mean average of each data set (the thick bar in the middle of each line) also falls within the 

other forces’ boundaries. This means we can only say that Force ‘C’ is significantly different 

to the other four; therefore it is totally inappropriate to rank the other forces.  

Furthermore, as Force ‘C’ has a genuinely different crime rate to the others, there may be 

opportunities to share good practice. This is what comparative peer performance should be 

about, not a mechanism for ‘naming and shaming’, based on dodgy maths.  

However, if we simplistically build a league table using only the averages, it would look like 

this: 
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Figure 4. Force league table 

Rank Force 

1 Force ‘C’ 

2 Force ‘D’ 

3 Force ‘A’ 

4 Force ‘E’ 

5 Force ‘B’ 

 

You can only imagine the conversations in Forces ‘B’ and ‘E’ as they desperately try and 

move up the table. Some forces even set targets for league table positions that they aspire 

towards. The sad fact is that there is no significant difference between the forces ranked 2nd to 

5th here, so ordering them violates responsible maths and is totally inappropriate. 

Conversely, if this were a positive measure (i.e. the higher the figure, the better the thing – 

let’s say detected offences), then Force ‘B’ would be at the top of the table and everyone 

would be scrambling to see what they do differently. If you know anyone who’s ever gone to 

another force to find out their secret, but can’t find one, that’s why – Force ‘B’ is not actually 

‘top’ of the group. 

League tables are so unstable that they’re not even a ‘starting point for asking questions’. 

Such questions are usually the wrong questions, asked of the wrong people, and often about 

the wrong things. Let’s face it, about half of those in a league table are ‘below average’ and 

someone is always bottom. This occurs regardless of how tightly clustered the work units are, 

or how well the whole group is performing. Put the ten most brilliant leaders / musicians / 

sportspeople into a league table and someone will always be ‘worst’, because neat ranking 

forces them into a meaningless hierarchy. 

Like I said, I won’t bore you with the maths, but there’s a wealth of material out there 

explaining why confidence intervals, standard deviations, error rates, sample sizes, and more, 

should be transparently reported alongside the data in league tables. This ensures it’s possible 

to see if any apparent differences are significant. If such information is absent, do not proceed 

any further.  

Why League Tables Should be Avoided: Part Two 

This bit’s easy. The unfounded assumptions, false conclusions and misguided questions 

triggered by the use of league tables causes unwarranted behaviour by managers, aimed at 

addressing perceived deficiencies (such as demanding explanations for ‘poor’ performance, 

changing operational tactics, moving resources around, and so on). Even when this is well-

intentioned, it’s baseless and counterproductive. 

Then of course, managers’ actions influence others, and where performance pressures are 

brought to bear in order to move up a league table, guess what – otherwise good and decent 

people engage in gaming and dysfunctional behaviour. You know that already though, right? 
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There’s so much evidence of this in healthcare, education, policing and beyond that I’d grow 

old listing it.  

Summing Up 

Okay, so that was a whistle-stop tour on why league tables should be avoided. I see well-

meaning people using and endorsing them and it genuinely concerns me – if limitations are 

known and consequent behavioural dysfunctional is so likely, then I argue there’s a real need 

to openly acknowledge this and assess comparative peer performance in a more 

contextualised and mature way. 

Incidentally, during my ongoing PhD research I used experimental psychometrics to test the 

predictability of disproportionate or unwarranted behavioural responses being enacted as a 

consequence of league table use; the results confirmed such adverse reactions are indeed 

highly predictable.  

So the argument, “It’s not the league tables that are the problem – it’s the way they’re used”, 

doesn’t hold water for me. Yes, aggressive application is likely to exacerbate dysfunction, but 

there’s something innately illegitimate about the format itself that makes it highly likely 

adversity will ensue. Therefore, rejecting league tables isn’t a case of throwing the baby out 

with the bathwater, because there is no baby in this bathwater. 

Neither do I subscribe to the view that there’s a dichotomous choice between using league 

tables with caution, or nothing at all. I’ve demonstrated how straightforward diagrams can 

clearly illustrate comparative peer performance; accurate narrative could do the same, thereby 

dispensing with league tables completely. I believe it’s better to present comparative 

performance information in a legitimate, easy-to-interpret format that truly informs decision-

making, rather than one which routinely impairs it and distorts behaviour. 

 

Simon Guilfoyle 
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